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Chapter 9 

Quanta Prototype and Future Directions 

 

The Quanta prototype software was developed between 2002 and 2007 in 

conjunction with the research presented here. The core hypergraph database 

with layered grammars and full indexing was implemented, completed and 

tested from 2002 to 2004 using custom software written in C++. The core 

visualization system was developed using GameX, a platform by the author 

for teaching graphics and game design [9-1]. From 2005 to 2006, a graphical-

user interface (GUI) was developed to support buttons, icons and multiple 

visualizations. Additional visualizations, such as circle packing, graphs, and 

comparative timelines were created in 2006 and 2007. Finally a separate 

program called Qubit was developed to automatically parse Wikipedia data to 

demonstrate the feasibility of text and image mining for Quanta. This final 

chapter will describe the implementation of Quanta and potential future 

directions for research. 

 

9.1. Implementation Details 

The core database of Quanta is implemented entirely in C++ using custom 

software. The heap file structure and hypergraph layer, described in chapter 

five, were implemented together between 2002 and 2004. In late 2004, the 

first complete tests of the core database was performed. Figure 9.1 is a 
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screenshot of this test showing the metafile blocks at top, node allocation on 

the left, and the height-balanced search tree (see chapter five for definitions). 

During the same time, many revisions of the primary top-level ontology were 

written and rewritten in Microsoft Word. 

  

 

 

In 2004, work shifted toward the development of the visualization system 

using GameX as the supporting graphics engine [9-1]. GameX, originally 

developed to support teaching in graphics and game design, made it possible 

to render images, fonts and graphics in real-time without concern for low-level 

issues such as texture and font loading, memory management, and view 

Figure 9.1. First test of the core Quanta database, 2004. 



262 

setup. However, it was still necessary to add several features to GameX to 

support Quanta development. First, a basic graphical user interface system 

(GUI) was introduced to support nested view areas. Second, simple widgets 

such as buttons and toolbars were introduced. Finally, it was necessary to 

enhance GameX to support better font handling and management of images. 

 

While these improvements were being made to GameX, the visualization 

system was constructed on top of this. The system consists of a set of C++ 

classes that handle overall management of visualizations. One class acts as 

a service to manage dynamic loading of images from disk. Another acts as 

manager to relay data to and from the core hypergraph database. Yet another 

maintains the currently displayed visualization windows. The visualization 

manager is responsible for closing one visualization and opening another, 

and for the smooth cross-fade transitions found in the prototype demo. The 

visualization system thus provides a consistent, modular framework for each 

new visualization to have easy access to data, graphics and navigation. This 

work took roughly one year from 2004 to 2005 to complete. 

 

During the same time, progress was made in data entry and core ontology 

design. Versions of the core ontology in Microsoft Word were replaced by 

Excel spreadsheets which could be imported into Quanta as comma-

separated (.csv) files. A new technique was introduced whereby tabular data 



263 

in Excel could be interpreted as linguistic data in the sentence structure used 

by Quanta. In addition, using an include mechanism similar to file linkage, 

spreadsheets could be chained together to load multiple data sets. Figure 9.2. 

shows a screenshot of an Excel spreadsheet of input data for molecules. 

 

 

 

 

Final development was completed from 2005 to 2007 with six visualizations 

for the current Quanta prototype (as of June 2007). These are shown in Table 

9.1. in the order they appear in the demo. 

 

Figure 9.2. Sample input data in an Excel spreadsheet 
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Visualization Completed  Description 

1. Browser view Dec 2005 Basic view of object with 
descriptive sentences. 

2. Dual-browser view Dec 2005 Two basic views side-by-
side. 

3. Ontology view 
 

Dec 2005 Tree view for existential 
ontology. 

4. Graph view 
 

Feb 2007 Graphing any quality 
against another. 

5. Comparative zoomable 
timeline 

Feb 2007 Comparative timeline of 
events across subjects 

6. Circle packing view 
 

Feb 2007 Circle packing for 
concept browsing 

7. Nested spheres 
 

Jan 2006 Neurological and 
aesthetic visualization. 

 

The first three visualizations were completed initially, and then the last 

(nested spheres). In 2006, software development paused while the first six 

chapters of this thesis were written. In early 2007, the remaining visualization 

were completed and the final chapters written.  

 

From 2005 to 2007 the core ontology grew steadily. After the development of 

the top-level ontology, data entry proceeded from a number of different 

sources for a variety of reasons. The first was a small set of bibliographic data 

on ancient Greek philosophers. The first image data consisted of sculptors 

and works in contemporary sculpture. Further additions to the data for the 

Table 9.1. Visualizations in Quanta. 
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prototype are shown chronologically in Table 9.2 along with the number of 

entries, motivations and data-semantic ratio. Note that the number of entries 

includes the works, papers, people and ideas for that data set. The data-

semantic ratio was measured as the ratio of nodes to sentences for that data 

set. Higher numbers indicate more statements per entry.  

 

Notice the data-semantic ratio increases steadily as more complex data is 

introduced. The top-level ontology has a DSR of 1.0 and consists simply of 

words in an existential taxonomy. Early hand-entered data has a DSR 

between 2 and 4, meaning that there are between two and four descriptive 

sentences for every entry. The first significant jump comes with data on 

minerals imported from Wikipedia using Qubit (discussed further below), and 

again with Renaissance painters and paintings. The hand entry of the one 

hundred and fourteen atomic elements requires 452 nodes and 3108 

sentences (not shown in table) to give the highest DSR in the data set  

at 6.88. This data was used to demonstrate graph visualization in Quanta. Of 

course modern online systems such as Wikipedia will have a much higher 

DSR, but due to the representation of articles in natural language this is not 

directly measurable in this case. There is no theoretical upper limit to the DSR 

in the Quanta database architecture. 
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Data Set # of 
Entries  

DSR Motivation 

Top-Level 580 1.00 Top level ontology (2002-2004) 

Greek 
philosophers 

20 1.41 First test data 

Subject Areas 250 1.26 Taxonomy for various subject 
areas 

Sculptors ~200 1.41 First image data 

Linnean 
Taxonomy 
(upper) 

302 2.22 First experiment with data in 
another field. 

Locations 61 3.72 Geographic data needed to 
support other entries 

Social Units 22 2.05 Social Units to support other 
entries (universities, etc) 

Papers in 
knowledge 
organization, 
networks and  
databases  

~400 2.57 References for this thesis 

Minerals 48 1.54 First test to automatically retrieve 
images using Qubit 

Renaissance 
painters and 
paintings 

1565 4.78 Larger test using Qubit to retrieve 
images and text from Wikipedia. 

Papers in 
computer 
graphics, 
organic systems, 
and artificial 
intelligence 

~1000 2.57 Preparation for doctoral research 
using Quanta to provide 
organization. 
 

Atomic Elements 452 6.88 Test data for the graph 
visualization. Data with lots of 
information for each entry. 

Total Nodes 8694   

 

Table 9.2. Data sets in the Quanta prototype (June 2007) 
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As of June 2007, data for the prototype consists of 16 spreadsheets 

representing 19,438 statements and 8694 concepts. The code itself consists 

of 8048 lines of code, 53 classes, and 83 files (cpp and header files not 

including GameX). This is significant for a prototype system. However, the 

number of files or lines of code are known to be poor measures of code 

complexity. Better metrics, not performed here, would be cyclomatic 

complexity or function point analysis [9-2]. The number of interfaces, or 

object-oriented API layers, found in Quanta is at least six: 1) GameX for low-

level graphics, 2) the graphical user-interface system, 3) the heap file system, 

4) the hypergraph database, 5) the visualization manager, 6) dynamic image 

management, 7) individual visualizations. 

 

9.2. Interaction 

The completed Quanta prototype provides a number of visualizations for a 

test data set in multiple disciplines. Interaction is typically through the mouse, 

although other devices may be possible. At the most generic level, the system 

consits of a toolbar to select the current visualization and a search bar which 

can be used with any visualization. One important design feature is the 

concept of focus-tracking across visualizations. While not implemented with 

every visualization, when the user selects a concept and switches 

visualizations that concept is carried over to the new visualization. In this way, 
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the user is able to see a concept from a variety of perspectives using the 

visualizations available. Smooth transitions between visualizations provide 

visual feedback to the user on the state of the system. 

 

All visualizations make use of a three-button mouse with a mouse wheel used 

for either scrolling or zooming to provide greater affordances in navigation. 

Clicking, in most visualizations, allows for panning when no object is under 

the cursor and selection when an object is present. The right mouse button is 

presently used only in the comparative timeline visualization and the graph 

visualization to provide independent zooming of the Y-axis seperate from the 

X-axis in both cases. All interaction via the mouse is thus designed to further 

enable dynamic navigation and selection. 

 

Each visualization provides a slightly different interaction. Unlike a hypertext 

document in which only certain keywords provide links, in the browser view 

clicking on any keyword makes that word the center of focus. The dual-

browser view presents two browsing windows. Clicking a word in the either 

the left or right window updates the focus of the right window. In this way, one 

can keep an important concept in view on the left side and continue to explore 

more distance concepts on the right. Rather than having to retrace ones' 

steps using the "back" button, key concepts are simultaneously visible while 

one navigates.  
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The ontology visualization presents a tree layout of the existential taxonomy 

along with a browser view for the currently selected object. This provides a 

visual cue as to the current location of the user in the overall ontology. As the 

user navigates concepts in the browser view, the tree smoothly pans to open 

new branches of the tree and update the current user location. Not currently 

implemented is the ability to select a different ontology for display in the tree 

layout. However, the database structure of Quanta supports this future 

development. 

 

Interaction with more complex visualizations are described in detail in chapter 

seven. The graph view and comparative timeline both allow for independent 

scaling of the X and Y axes using the mouse wheel and right mouse button. 

Combo boxes allow the user to select or enter text for the currently visible 

concept. Icons in the top right of these windows allow the user to enable or 

disable various features associated with each visualization.  

 

9.3. Current Limitations 

Limitations can be described in a number of ways. Long-term limitations are 

future developments which did not make it into the Quanta prototype, usually 

by design. These include lack of support for distributed storage, lack of a user 
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interface for data entry, and the inability to store the hypergraph structure in 

more than one file on disk.  

 

Short-term limitations are those which would not require a redesign of the 

Quanta prototype, but which were not implemented due to time constraints. 

Quanta does not currently allow for dynamic processing of nodes during 

visualization. At present, an analysis portion of Quanta precompiles the 

hypergraph into a compressed file on disk to be viewed during visualization. 

In future versions, it would be better to combine these into a single program to 

provide data entry and visualization in the same system. Presently only 

addition of nodes is supported. Deletion was not implemented due to time 

constraints.  

 

In 2006, as the data set reached 10,000 sentences, there were some minor 

issues with scalability. Several bugs, due to buffer sizes, appeared when the 

database reached this size. However, these issues have been resolved and 

have not recurred since. The upper limit on the size of the present database 

is therefore not known. The storage of UIDs uses 64-bit integers, so the 

number of possible nodes is 216. Most likely the first limit in data size will be 

set by the size of the height-balanced AVL tree as it resides in memory. 

However, with only 8694 nodes this is currently far from being met.  
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To scale to millions of nodes would require some redesign. For efficiency, it 

would be necessary to allow the database to be stored in multiple files on 

different machines. Storage of the height-balanced AVL tree on disk, rather 

than in memory, would also be necessary. However, there are no other 

theoretical limiations to the size of the hypergraph. Full indexing, the most 

important performance enhancement in Quanta, was designed to scale 

linearly in size with the number of sentences. This behavior was confirmed by 

experimentation. 

 

Several issues with the interface deserve improvement. While supported by 

the database, the ability to select multiple ontologies in the ontology view is 

not yet possible. The browser view allows for navigation by hyperlink but does 

not yet provide a back or forward button as is common with current internet 

browsers. The comparative timeline shows events as text, but does not allow 

the user to select an event to find out more about it. This should ideally bring 

the user back to the browser view. 

 

Many improvements are possible to the graph visualization. Allowing for 

dynamic graphs over time is one future possibility. Presently the graph only 

supports the graphing of a set of properties on a single object. Ideally, one 

would like to be able to graph multiple properties across multiple objects, 

even if those objects are of different types. An example is a graph of effective 
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lifetime not only for living organisms but for tools and machines on the same 

plot. Multi-dimensional graphs are not yet supported. 

 

Seaching is another area for improvement. Ideally, the search bar should 

bring up a panel to allow for word disambiguation. At present, the keyword 

entered must exacty match the word found in the database. Disambiguated 

terms are present in the database, so this is only an interface change.  

 

The directions in which one might improve Quanta are limitless. Decisions up 

to this point were driven by implementing necessary infrastructure, providing 

expected interactions (panning, zooming), and demonstrating novel 

techniques. To be practical as an application, the Quanta prototype would 

require the many of the improvements described above. Finally, one might 

consider any number of new visiualizations to further improve the usefulness 

of the system. Some examples include two-dimensional networks of 

dependence, three dimensional navigation of images, and animated 

visualizations of temporal aspects of the data. 

 

9.4. Qubit 

One significant area of future research with Quanta is text and data mining. In 

this scenario, the strategy would be to mine the existing Internet or other 

materials to produce knowledge to populate a Quanta database. As the 
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internet exists mostly in natural language the challenge is one of natural 

language processing. It is conceivable that existing technologies could help to 

essentially translate the web-based internet into the semantic internet. 

 

To test this possibility a simple data mining program called Qubit was created 

in addition to Quanta. The goal of Qubit is to translate some existing internet 

knowledge into the Quanta system. Qubit scans Wikipedia pages for all artists 

and downloads and translates paintings into Quanta1. Aside from images, 

Qubit also attempts to retrieve the title, year, dimensions and materials of the 

painting. Qubit relies on the fact that Wikipedia consists of data in a semi-

structured format. Typically, captions placed under images indicate the title, 

year and material of the work in a standard format. This makes it easier to 

retrieve semantic information although it is not always successful. Qubit finally 

reformats (translates) the data into proper Quanta sentences to be imported 

directly into Quanta.  

                                                
1 The Wikimedia Foundation attempts to ensure that only public domain images are present in the 
WIkipedia database. Therefore, images reproduced in Quanta should also be public domain. Despite 
this, it is difficult to guarantee the copyright status of these 1000+ images without examining them 
individually. Therefore, the author makes every effort not to reproduce any images that are retrieved in 
this way. 



274 

 

Figure 9.3. Screenshot of Qubit downloading paintings from Wikipedia 

A screenshot of Qubit downloading data on paintings is shown in Figure 9.3. 

A detailed analysis of the ability of Qubit to return useful titles, dates and 

dimensions is not made here as Qubit was developed as a proof-of-concept 

and not a reliable data mining tool. In general, titles and dates are returned 

when available and correctly formatted. Qubit makes no effort to match 

different syntax that article authors may have used. A sample of raw data 

from Qubit is available in Appendix D. 
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Figure 9.4. Screenshot of Quanta after minerals have been downloaded from Wikipedia and imported 
by Qubit. 
 

Qubit was also used to perform the same task on minerals, this time retrieving 

only images given mineral names. Figure 9.4. shows a screenshot of the 

mineral taxonomy in Quanta after data has been imported. 

 

Developed in only one week in C++, Qubit is a relatively unsophisticated data 

mining tool. However, it demonstrates that significant amounts of data can be 

import into Quanta with little effort. It is possible that more advanced tools 

could translate large amounts of useful knowledge into the hypergraph 

database of Quanta. 
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9.5. Quanta Summary  

Quanta is presented as a general tool for knowledge organization and 

interdisciplinary research. A prototype was developed to demonstrate the 

future potential of integrated approaches to knowledge systems and the 

feasability of combining a hypergraph database with a flexible layered 

grammar. It is shown theoretically, but not experimentally, that efficiency of 

querying and induction using full indexing in this structure should provide 

significant improvements over present systems for semantic content. A novel 

visualization, the comparative timeline, allows for the interaction and analysis 

of rich content over time and across multiple disciplines. Other visualizations 

extend known techniques to allow for dynamic loading of concepts from a 

hypergraph, dynamic loading of images, and smooth navigation and zooming. 

Overall, Quanta demonstrates a unified interface for the flexible exploration of 

interdisciplinary concepts using multiple visualizations with continuous 

navigation. 

 

9.6. Future Directions 

Long-term visions for the Quanta system may take place in any number of 

directions in each of the disciplines investigated. The grammatic structures of 

Quanta may be used to perform automatic deductive reasoning similar to 

Prolog. It would be interesting to expand the scope of the system to translate 

natural language into Quanta, to add generative rules (full second-order 
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logic), or to develop artificial intelligence systems based on the hypergraph 

structure presented here.  

 

Social areas of further research might include a study of design factors 

related to development of a global semantic network, the psychological and 

human issues in using semantic knowledge tools over existing resources 

such as libraries  and books, or studies on the benefits of semantic interfaces 

over traditional internet navigation.  

 

A significant area of research not covered in this thesis is the development of 

suitable user interfaces for web-based data entry. This will play a large role in 

the usability of the system as a social tool. As the hypergraph structure is 

more complex than a relational database, it should be possible to develop an 

interface which is similar in format and ease-of-use to tables used to enter 

data into relational databases. The use of Excel spreadsheets as tables is the 

current mode of interaction for data entry. An interface for Quanta would also 

benefit from the depth of knowledge found in the hypergraph. For example, 

when entering an occupation for a person the user interface might present a 

list of occupations to choose from, with similar behavior for all other terms that 

have classifications. These forms of guidance in a semantically-driven 

interface may greatly increase the usability and performance of the system 

relative to existing database systems.  
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While many advances have been made in various disciplines in the past, on 

the whole the subject of computational knowledge organization is (like many 

technically-connected fields) still in the early stages of development. We have 

not yet learned how lessons learned in one field may interoperate with those 

of another. Communication and human process in how we approach 

knowledge organization are still largely untackled problems as we are 

currently focused on structure and representation and on the solution of 

specific problems. Finally, with systems like Google developed only in the 

past ten years, scientific studies on the individual and social impacts of large-

scale knowledge systems has only just begun.  

 

Through careful planning and discussion, and a detailed study of the various 

aspects of knowledge organization, we may arrive at ways of working across 

socially imposed cross-disciplinary boundaries. The end goal is not necessary 

a singular technology, but a new view of how we work together as scientists, 

artists and researchers. Discussions on the human aspects of how we 

publish, how we research, and how we communicate will be critical to the 

successful organization of knowledge to a much greater degree than any 

single set of techniques or systems. Our success might be measured by how 

our discussions on these topics lead beyond ideas of technology to actual 

change in how we study, work, publish, build, research and manage our time. 

 


