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Chapter 8 

Distributed Knowledge Systems 

 

The Internet, a globally distributed system of networked computers, is 

composed of several layers of infrastructure. The lowest layer is the physical 

hardware, consisting of computers, routers, telephone lines, satellites and 

high-speed data lines. On top of this, the link layer provides basic software 

communication between computers physically connected to one another. At 

the next layer, the IP protocol provides the ability to route messages across 

multiple machines but without any guarantees of reliability. TCP, built on top 

of IP, provides reliable message passing between machines. While 

supporting basic messaging, neither IP or TCP allow for client-server 

relationships where one computer provides information to many others. This 

is provided by HTTP, with which it is possible to support hyperlinked web 

pages in HTML format. Each layer of the internet thus builds on the previous. 

This chapter will explore the benefits and drawbacks of the various protocols 

that were used to build the current internet, and suggest a new low-level 

protocol for semantic knowledge. 

 

8.1. Background: IP, HTTP and the Semantic Web 

A protocol is a standard for communication in a network. One fundamental 

protocol, the Internet Protocol (IP), allows packets of information to be sent 
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across a network even when some nodes in the network are removed. IP 

specifies how data flows from one point to another but makes no guarantees 

on reliability. TCP adds a layer of communication to support reliable  

transmission [8-1]. 

 

The Hypertext Transfer Protocol (HTTP) introduces additional constraints 

designed to transfer HTML hypertext across the Internet. While TCP/IP 

implies only a connection between two computers, HTTP specifies that one 

serve information to the other. Typically a host connects to a server at a 

particular URL (internet address) and requests a web page which is returned 

in HTML [8-2]. The hypertext nature of the internet is possible because any 

HTML file may contain URL links to other servers that provide additional 

HTML pages. 

 

However, a document-based client-server protocol like HTTP is not the only 

possible mechanism for data transfer on the Internet. The Real-Time 

Streaming Protocol (RTSP) was created to allow control of real-time data 

stream on the Internet. The POP3 and IMAP Protocols are used to regulate 

mail services. In each case, the method of delivering the data may differ but 

the protocol specifies communication between a client and server. However, 

there is no low-level protocol for semantic data. This is largely due to 

historical circumstances and the advent of the Semantic Web.  
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Following the adoption of HTML as a document-based form of internet 

authorship, the only way that a machine could navigate internet data is if it 

were provided with metadata to provide semantic structure. As HTML had by 

this time become an internet standard it is natural that it or another text-based 

standard such as XML might provide the mechanism for specifying metadata. 

This led the World Wide Web Consortium to propose RDF, the Resource 

Description Framework for making statements about internet resources [8-3]. 

However, RDF has certain disadvantages as described in chapter four 

(Systems). In addition, RDF is stored in plain text rather than some format 

more efficiently processed by machine. This requires that a computer process 

large amounts of text, and translation of RDF tags, in order to follow semantic 

links. 

 

8.2. SDP - A Semantic Data Protocol 

A new low-level protocol is propose here, the Semantic Data Protocol  (SDP), 

to handle semantic data represented in hypergraphs on large-area networks. 

This protocol was developed on the principle that the best computing system 

for a task is one that deals with information directly in its most natural form. In 

this thesis, it is argued that the most natural format for semantic knowledge is 

neither a relational database, nor a document in natural language or in 

metadata, but a semantic hypergraph. Semantic knowledge is a system of 

highly-connected relationships. As HTTP and HTML are text-based protocols 
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they are capable of representing semantic knowledge, but they are not ideally 

suited to it for reasons of performance and the formalization of language. 

Therefore, it is necessary to start from TCP/IP and build a protocol that deals 

specifically with maintaining hypergraphs in widely distributed networks. 

 

Figure 8.1. Relationship of standard Internet protocols to the proposed SDP protocol. 
 

The design of SDP should allow for the efficient storage and transmission of a 

distributed hypergraph. The atomic unit is a node, typically consisting of small 

data blocks averaging 10 to 100 bytes (words, names, dates, etc.). This is 

quite different from HTTP, in which the atomic unit is an article or resource 

which may be several thousand bytes. Therefore SDP does not rely on HTTP. 

Figure 8.1. shows the position of SDP relative to TCP/IP and HTTP. The 

TCP/IP protocol is still used to provide reliable data transfer between 

machines. 
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Consider a semantic hypergraph H with a set of N nodes and a set of S 

sentences, where sentences are sets of references to nodes. 

 H = { N, S } 

With a network of C computers, we partition these nodes and sentences into 

C distinct subsets.  

 C1 = { N1, S1 } 

 C2 = { N2, S2 } 

 C3 = { N3, S3 } 

Each computer itself now holds a hypergraph, but one with references that 

reside on other machines. We define these computers (C) to be the servers of 

a hypergraph protocol. Figure 8.2. shows the partitioning of a hypergraph 

across multiple machines.  

 

Figure 8.2. Partitioning a hypergraph across multiple computers 
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Now consider a client machine M, attempting to browse an ontology present 

in the full hypergraph H starting from the root keyword "person". A common 

operation required is to return the immediate children of a given node 

according to some verb. For example, a list of all people using the existential 

verb "is a". In the non-distributed Quanta system, this involves several steps: 

 

1) The target node X, in this case "Person", has with it a full index of 

associated sentences that contain that keyword: S1, S2, S3 for example. 

2) These sentences are examined for any that match the form: 

  Y | V | X  e.g.  Y | is a | Person 

3) For those that match, Y is a reference to something that is a Person 

4) The system looks up each reference Y for its actual name: 

Beethoven, Bach, Brahms 

 

In a distributed system, these nodes and sentences may reside on different 

machines. As with the original design of Quanta, the full indices are 

associated with nodes (chapter five). Therefore it makes the most sense that 

node index lists are kept with the nodes. The steps required are now: 

 

1) Find the server that has the target node X, i.e. " Person" 

2) This node has with it a full index of associated sentences: S1, S2, S3. 

3) Now find the server(s) that are holding these actual sentences. 
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4) Retrieve each of these sentences from the network to see if any match the 

form: 

  Y | V | X   e.g.  Y | is a | Person 

5) For those that match, X is a reference to something that is a Person 

6) Now, find the server(s) that are holding each instance Y. 

7) Ask these servers to return the actual names of Y 

  Beethoven, Bach, Brahams 

 

Each time we need to follow a node or sentence we must first determine 

which server it is located on, then connect to that server. This is no different 

than what we must do to interpret RDF tags representing a list of distributed 

resources. However, it is more efficient because most of the data being 

transmitted are references stored as numbers (8 bytes) rather than resource 

identifiers specified in text (50-100 bytes). 

 

Several performance improvements are possible as well. First, we can group 

sentences with the nodes that are their subject (first node in the sentence). In 

this way, all the knowledge associated with a keyword is essentially kept with 

that keyword on the same machine. For example, all sentences in which 

Beethoven is the subject would be stored on one machine. Thus we can 

partition the hypergraph into data that is usually accessed together. Finally, 

the test for sentence structure may be resolved using a cache byte found in 
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the full source index with the target node, thus reducing the number of nodes 

retrieved in step four above. Figure 8.3. shows an example of how nodes and 

sentences might be distributed for a simple hypergraph. 

 

 

Figure 8.3. Example hypergraph stored on multiple machines. Table shows the location of both 
sentences (edges) and nodes on each machine. Nodes, such as "5th Symphony" above, may appear in 
a sentence on one machine while the node reside on another. 

 

8.3. IP Addresses and Universal Identifiers 

In Quanta, each node and sentence in a hypergraph is given a unique 

identifier called a universal ID. On the internet, an IP address is a unique 

identifier for any machine. The first question is, how do we map universal 

identifiers (UIDs) to IP addresses? It is possible that that several UIDs could 

reside on a single machine. How do we determine which machine will store a 

given individual node?  

 

One solution would be to follow the strategy taken by HTTP, that a server is 

maintained by an individual or social group to hold certain data defined by 
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that group and beneficial to them. However, this structure does not result in a 

global, unified knowledge system but in multiple systems. Institutions with 

larger resources will hold more power due to the information they provide. A 

more interesting approach is to uniformly distribute information across all 

servers regardless of meaning or content. Each server maintains a certain 

portion of disk space which holds arbitrary hypergraph nodes whose content 

is unknown to the owner. In this system all users hold the same quantity of 

data. The semantic internet thus becomes a commons for storing knowledge, 

not unlike the design of IP as a commons for communicating information. 

  

In any distributed system, the number of available servers may change 

frequently. One cannot depend on the reliability of any single server, therefore 

universal IDs cannot be directly mapped to IP address as the IP numbers 

may not be continuous. Conceptually, we must abandon the idea of a single 

large body of knowledge that is initiated and grows in one place, and which 

must be later distributed across multiple machines, as this breaks the premise 

of the design. Rather we should imagine individual nodes of new data being 

created in one location and forwarded to relatively stable resting locations. In 

this way, the storage of data flows like a fluid across the internet from areas 

where it is created to areas of free space. 
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Figure 8.4. Autonomous information storage in a distributed system using a fluid analogy. Each node 
represents a machine in the network. Data is shifted from highly utilized machines to less used ones. 
 

Analogies with fluid mechanics suggests additional possibilities (Figure 8.4). 

We might imagine that new knowledge created at a location represents an 

increase in knowledge density. As a computational resource (disk space) in 

this location is consumed it increases the pressure on this machine to 

perform. The pressure forces data to be offloaded to nearby machines with 

more free space. In this way, areas of greater usage are constantly 

redistributed to areas of lower usage which results in an overall dynamic 

equilibrium.  

 

Several challenges are raised by this design. How does the system recover 

when a server goes down? How do we generate unique universal IDs if the 

data is being created at any location? How is the data ordered for efficient 
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retrieval if it is constantly moving? These and other issues of performance 

and reliability would require further investigation. Social issues are also 

important, such as how the administrator of a server will justify the cost of 

storing unknown data on their machine. Some of the more critical problems 

will be addressed in the remainder of this chapter.  

 

8.4. Reliability & Robustness  

The IP protocol gracefully handles a missing message path (link) in a network 

but not missing data. If a server goes down IP routes through traffic around 

that node but the data on that server is unavailable. The SDP protocol must 

redundantly handle missing data. Backups would be needed to store data in 

many locations yet administered automatically by the system as a whole. If a 

single server goes down, say for all concepts related to Beethoven, another 

machine somewhere on the Internet would begin serving the data while at the 

same time copying that knowledge somewhere else to maintain redundancy. 

Reliability could be provide by maintaining two or three copies of data at 

arbitrary places in the whole network. While this increases the overall size of 

the entire hypergraph by a factor of three, it is the only way to increase 

reliability in storage when a server fails. 

 

This system should be stable against periodic localized interruptions - even 

large ones - but not against a system-wide interruption. However, due to the 
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nature of physical storage media (i.e. hard drives), a server outage typically 

means a crash rather than a loss of data. Therefore even in this case the data 

network can be restored fairly easily. Thus the only significant danger is a 

widespread simultaneous loss of physical hardware. An analogy is the loss of 

an entire library due to fire, except that a global loss of storage media is very 

unlikely since it is geographically distributed throughout the world and 

physical storage is now quite reliable. With redundant data storage it should 

be possible to storage a distributed, dynamic hypergraph structure efficiently 

and reliably. 

 

8.5. Uniqueness 

A hypergraph consists of a set of unique nodes identified by a universal  

number (UID). In the Quanta prototype, UID numbers are generated by the 

hypergraph object. Conceptually, the graph itself creates a new node and 

assigns it a number. In a distributed system new nodes may be generated by 

any machine in the network. This presents a problem as servers must be 

synchronized to generate nodes or the resulting numerical identifiers would 

overlap. There must be a central location in which UID numbers are 

generated. 

 

One solution would be to reintroduce a central system for allocating universal 

identifiers. This would be a UID Server and would most likely need to be a 
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supercomputer or similarly powerful network as requests for new nodes would 

come from all over the Internet. This also presents a challenge in network 

bandwidth as all requests would go through this control point. Another 

solution would be to represent UIDs using rational numbers rather than 

integers. Any two rational numbers have an infinite set of numbers between 

them. Thus, any machine in the network could continue to generate unique 

numbers that do not clash with other systems. Further research is necessary 

to determine if this is possible or desirable in practice.  

 

8.6. Order & Retrieval 

The most common operation in hypergraph navigation is to find a node given 

a universal ID that identifies it. Sentences are a list of UID references to 

nodes. As mentioned earlier, in one design sentences may be placed on the 

same machine as the nodes that they represent (according to the first node in 

the sentence). However each sentence also refers to many other nodes. Is 

there an ordering of nodes that would make lookup more efficient? 

 

On a semantic level, there may not be a preferred order. Knowledge is 

incredibly diverse and relational. It is possible for any user to link one piece of 

knowledge to any other piece of knowledge in the system. A given sentence 

may link to several other arbitrary nodes anywhere in the database. Thus, it 
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does not matter where nodes are stored from the perspective of meaning as 

they may be cross-connected in arbitrary patterns. 

There is, however, another motivation for the ordering of nodes. How do we 

find a given node? The early designers of the internet realized that it is not 

possible to maintain the physical addresses of all IP numbers of the entire 

internet on a single router [REF]. Similarly, we cannot maintain a list of the 

locations of all nodes on every server.  

 

It may be possible to develop an algorithm using an autonomous strategy 

similar to that used by routing protocols to construct routing tables. The 

Routing Information Protocol defines a dynamic algorithm for maintaining 

routing tables on a network [8-4]. 

"Each entity that participates in the routing scheme sends update 
messages that describe the routing database as it currently exists in 
that entity.  It is possible to maintain optimal routes for the entire 
system by using only information obtained from neighboring entities." 

 

If we can define a distance metric and directionality between two nodes then 

we can use an algorithm similar to RIP to push nodes toward their final 

location regardless of any absolute sense of order. The details of such an 

algorithm will not be developed in this thesis. However, we can identify that it 

must have certain features. 
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Nodes should be "pushed" according to a combination of two metrics: 1) the 

data pressure resulting from a gradient in the available storage space 

between neighbors, and 2) an absolute metric such as universal ID so that 

nodes can be consistently retrieved. The data pressure guarantees that 

nodes will be more or less equally distributed across the Internet according to 

the fluid dynamics analogy used above. If we were to use this metric alone, 

however, a single piece of information might end up anywhere in the network. 

- making it impossible to locate. Therefore, the second metric is needed to 

push nodes into a consistent direction for later retrieval. 

 

One possible algorithm might be to map universal IDs in the hypergraph to 

some uniform numbering space (in which the IP addresses of hypergraph 

servers are uniformly spaced) and use this to direct nodes to subnets. This is 

the absolute directional metric. Within a subnet, the pressure metric could be 

used to push nodes to equalize their storage distribution across servers in the 

subnet. The subnet would therefore maintain a range of nodes in the 

hypergraph and be able to identify the particular machine holding a particular 

node. 

  

Algorithms for the uniform distribution and retrieval of hypergraph nodes on 

large-area networks are not developed here. Experiments would be needed 

to determine the best approach and find a way to consistently retrieve nodes 
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in short times. This is a complex problem as each machine has only localized 

knowledge of where nearby information is stored. However, it is not dissimilar 

to the problems solved by the RIP protocol for maintaining routing tables. 

 

8.7. SDP - Name Servers  

The SDP Protocol allows any piece of knowledge to be autonomously stored 

anywhere on the internet. This raises another question: given an arbitrary 

keyword how do we find the server that holds it? The answer is identical to 

how domain names are resolved to IP numbers: with  name servers [8-5]. 

 

The SDP Name Server needs to maintain a list of keywords and UID numbers 

they map to. In chapter five it was argued that a height-balanced search tree 

(AVL tree) is an efficient structure for mapping names to identifiers. Since 

trees are easily partitioned, an AVL subtree provide a good structure for 

storing information on an SDP Name Server.  

 

As a single computer cannot store the AVL tree for the entire hypergraph 

network, it stores only the AVL subtree associated with servers connected 

directly to it.  Figure 8.5. gives a complete example of how knowledge about 

various objects might be accessed using SDP Name Servers. 
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Figure 8.5. SDP Name Servers used to store a distributed height-balanced search tree to represent 
sorted keyword names. Only keywords and references are stored here, no actual data. Node data 
resides on other servers. 
 

Notice that the nodes on SDP Name Servers are divided into alphabetic 

groups according to the AVL Tree. This is desirable for several reasons. First, 

it allows for efficient retrieval of a random keyword. Second, being 

alphabetical, it is indifferent to any layers of ontological or meaningful 

structures that might be stored in the hypergraph; thus creating a truly 

decentralized system without bias to a particular ontology. 

 

SDP Name Servers do not store actual IP addresses but only UID numbers 

associated with each node. The location of actual nodes must be performed 
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by the routing and node distribution algorithm as described above. The SDP 

Name Servers only provide a mapping between a keyword and the universal 

ID that represents that node. 

 

8.8. A Semantic Internet Browser 

A browser is a tool used to navigate the Internet. Most modern browsers allow 

users to navigate the hypertext structure of HTML documents [8-6]. A 

semantic internet browser for the SDP protocol would be conceptually very 

different from this in several ways: 

 

1. The user would not connect to the internet at any specific address, but 

would simply query the entire system for whatever knowledge was desired. In 

this sense the knowledge is not located anywhere in particular (although 

underlying autonomous algorithms determine the location of specific data). 

 

2. Links are not to pages or URLs, but simply knowledge keywords present in 

the hypergraph. Each keyword leads to many others. 

 

3. The browser would not serve a single web page, but would be continually 

retrieving more information as the user navigates. Each page of information 

on a particular keyword would be generated dynamically from connected 

concepts in the semantic internet. 
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4. A browser could support many different types of visualizations since the 

knowledge infrastructure is semantic rather than document-based. 

Companies may even develop different browsers which compete for better 

methods of visualization. 

 

5. A visualization in a browser may access any number of links, not only 

those provided on the current "page". Navigation could be continuous and 

dynamic rather than moving statically from page to page. 

 

The development of the Quanta prototype system in chapter seven illustrates 

what a semantic web browser might look like. While Quanta was developed 

as a stand-along application, the same graphical interface could potentially 

connect to servers running the SDP Protocol rather than a locally stored 

database (as is currently done). 

 

8.9. Implementation 

It is important to point out that, as with the concept of the semantic web, the 

author is not advocating the replacement of the current internet with this 

semantic internet (which would likely be impossible at this point anyway). 

There is a useful correlation between a URL address and the concept of a 

house as a place where someone lives that ensures the future of the current 

internet. This concept is very related to land ownership, and the trading of 
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domain names is a growing business. When we visit a web page, we 

associate it with the territory, beliefs and ideas of the author, which helps us 

to identify the site. 

 

The Semantic Internet is instead a radically different kind of internet to be built 

on top of the current one. It is more like Wikipedia in the sense that one 

opens a semantic internet browser and simply requests knowledge. It does 

not matter where that knowledge actually resides. Rather it is more important 

that the continuity of experience allows us to freely navigate that knowledge. 

It may have references to real web pages, or citations of people or 

institutions, but the knowledge itself has no locality.  

 

This design is unlike Wikipedia or Google however, in that the SDP Protocol 

allows the knowledge to be decentralized. If the servers maintained by the 

Wikimedia Foundation are temporarily down, the whole of that knowledge is 

unavailable. However, the internet as a whole is stable due to its 

decentralization. In the Semantic Internet the connections between concepts 

would be maintained by the system as a whole. Knowledge is not stored on a 

limited number of servers maintained by a particular company, but on all 

computers on the Internet.  
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The structure of the Semantic Internet propes here has a more direct analogy 

to the visions found in works of Vannevar Bush, Isaac Asimov and H.G. Wells 

in that it has to the potential to become a decentralized, globally accessible, 

non-author centric, fully referenced resource for human knowledge. The most 

unique aspect of the internet  as a social object is its ubiquity and lack of 

central authority. It is a truly global communication system. With a semantic 

internet developed as a distributed hypergraph, such a structure is also 

feasible for the storage of knowledge in addition to its transmission. 

  

8.10. Social Aspects of Content  

Populating the Semantic Internet with knowledge in machine-readable format 

remains a significant challenge. Some approaches include manual curation, 

public collaboration and data mining. All of these techniques are likely to be 

important in building any universal knowledge resource. 

 

Manual curation will be necessary for the construction of top-level ontologies. 

As outlined in the previous chapter on user interfaces this could be enabled 

by flexible hierarchical access. Those with years of experience in top-level 

biological research could have access to modifying the primary phylogenic 

taxonomy. Novices, and the general public, would be allowed to add personal 

or low-level knowledge but not to modify categories in which they have no 

expertise. In this case, a social system would be constructed to confer 
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authority from experts to novice users in the same way our academic 

institutions confer degrees. 

 

The issue of authority gets at the heart of the issues of quality and power. 

Without a high quality of organization at the upper levels of an ontology, there 

is chaos at the lower levels. This is the general stance of any authority, but 

the negative aspect is an unequal distribution of power. There is an 

alternative, however. Since Quanta tracks users when any information is 

entered into the system it could provide a mechanism for filtering based on 

the requests of the viewer. In this case, persons entering data could add 

information at any level of the ontology from the philosophical to the 

mundane. However, they would only be permitted to remove information that 

they themselves entered (or a group they represent). Quality is maintained by 

the viewer, who would then selectively choose which sources they wished to  

trust. 

 

Figure 8.6. Authoritative management of a distributed ontology. Experts have authority over average 
users. 
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Figure 8.7. Filter-based management of a distributed ontology. One user has been marked as 
authoritative. Viewer filters results as needed. 

 

These two approaches, authoritative versus filter-based, are compared in 

Figures 8.6. and 8.7. The authoritative approach is similar to an elite club in 

which only those who meet certain criteria have the authority to make 

statements at the next level. To find the truth in a given domain you simply 

ask the current authority. This is useful when you know absolutely nothing 

about a topic. The filtering approach is similar to the current internet in which 

the user must dig for the truth. This is more useful when you wish to compare 

different ideas on a topic. Just as various authorities co-exist on the Internet it 

should be possible to design the semantic internet to allow both approaches 

to data entry. 
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Table 8.1. User query of the word "house" using a non-authoritative strategy 
for organizing the semantic internet. No filters have been are applied yet. 

 

house  A dwelling or place of living.   Oxford dictionary 

house   Official assembly having legislative powers Library of Congress 

house  Another word for family    Webster's dictionary 

house  A covering or box for parts   Engineering Association 

house   Where mom and dad live   Rachel  

house  Where I go to sleep    Jeffrey 

house  An equal division of the signs of the zodiac Astrologer's dictionary 

house  A building made of wood or bricks for people Kenny 

 

 

An example of the filter-based approach for browsing the semantic internet is 

shown in Table 8.1. Without filtering, all of these definitions would appear. 

The user might then decide to sort or filter based on the source being an 

institution or an individual. They might then filter based on legal authority to 

see how this term it is defined by law. Alternatively a child in grade school,  

like Rachel in the example above, might choose to see the ideas of a "house" 

according to friends in her neighborhood. Assuming Rachel indicates who her 

friends are, and that they gave their own definitions, a system designed using 

hypergraph structures would have no difficulty in providing these filters.  

Filtering would be precise, rather than based on  heuristics and statistical 

techniques used presently for searching and filtering the internet. 
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A central issue in browser design how the user navigates the semantic 

internet. The novice user may be assigned the default Quanta generic 

ontology (GO). The more advanced user, however, would be able to select 

different ontologies for different domains. The introduction of multiple 

ontologies for systems of belief, presented in chapter six, would permit this. 

An expert in biology, for example, could select their preferred taxonomy. New 

visualizations may allow for multiple ontologies to be compared 

simultaneously.  

 

What happens when a user navigates outside a domain ontology which they 

have selected - say for example by moving from deciduous plants into 

geography? Since the knowledge system cannot predict the expertise of the 

user, one potential option is to fall back on the default ontology when the user 

navigates outside their selected domain ontology. An alternative is to provide 

a default ontology in unrelated disciplines and allow the user to select 

additional ontologies as their knowledge of these disciplines increases. 

Further study may suggest other approaches to cross-domain navigation. 
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8.11. A Global Semantic Internet 

Unlike the telephone system, the present internet is a truly decentralized 

communication network in that any message arrives at its destination 

automatically. But, through design and historical evolution, it is not a universal 

decentralized repository of knowledge. Authorities maintain information and 

own the storage space they serve. Markets determine the cost of storage 

space and domain names. Knowledge on the internet is always associated 

with the author of a web page, a business or a government.  

 

Most knowledge, however, is non-personal. Both individual and large 

corporations have ideas about the stars, sun, plants and animals, yet the 

common knowledge we share about these things is much greater than the 

differences. A global knowledge resource would storage knowledge with the 

same view toward decentralization that we currently enjoy with 

communication on the internet. 

 

Such a system would allow anyone to post any knowledge on any topic, 

rather than blocking modification to key terms, or authoritative locking of 

certain concept 1. Vandalism is not eliminated, but it is mitigated as the way to 

establish authority is to identify yourself. Thus, anyone may add any 

knowledge they choose. Just as a family can choose not to drive through the 

                                                
1 These are some current criticisms of Wikipedia  
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darker avenues of a city, the solution resides in significantly more capable 

filtering. A decentralized knowledge repository held in a formalized structure 

would allow precise filtering and control by the viewer in the navigation, 

exploration and trust placed in any source.  

 

While the construction of a semantic internet is still many years away, the 

technical challenges are not nearly as significant as the social ones. 

Communication among disciplines is still an important challenge. Yet 

knowledge system need not cater to the beliefs of any particular group. 

Support for multiple ontologies, faceted classification, and disambiguation 

may allow us to construct a practical global knowledge infrastructure.  

 

A global semantic internet would allow anyone to navigate concepts 

dynamically, to explore relationships with precise knowledge of the source of 

a particular idea (as much as can be expected), and with unbiased access 

and filtering of ideas whether they be from large institutions or other 

individuals. Ideally, we would like to navigate this semantic knowledge with 

dynamic visualization tools and efficient inference systems. A technique for 

such a system is proposed here whereby a novel protocol permits the 

ubiquitous distribution of a semantic hypergraph using low-level, redundant 

storage in efficient data structures. 

 


